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ABSTRACT

For the last several decades the predominant architectural style fofl

the implementation of dateentric applications has had a
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an extreme position, rather, we expect that there will be
ifferences betwen the physical model and the logical one. These
transformations are often necessary to provide a variety of

relational database at the core, procedural code implementing th@rojections (though the RESTful services) of the underlying data,

application services and an objectented APl. More recently
the API has transitioned, via a slight detour through S®ased

to support more than one media type, or to altbe physical
format to be optimzed for performance or other rtime

web services, to a RESTful style, however what lies beneath thatcharacteristics. Irour work we have focused dhe RESTful

interface has been slower take a new approach. In this paper
we argue that upgrading that which is under the coteran
XML -centric technology stack witesult in asystem that is easier

to build, testand maintainFurther, these technologiese a step
toward making construction of such systems available to non
programmers. We present an XML RESTful Services framework

that provides mechanisms to address all of the key aspects ofmany requirements specific to RESTful services.

systems built in the RESTful architectural style.
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1. INTRODUCTION

Theterm XRX[10], stands for XFormf] on the client, RESTful
services and XQuerjl] on the server.At its core it is a design
approach that uses XML as the model for the application entities
and other XML technologies, specifically XForms and XQuery,
for the application Ul andor interface to the persistence layer,
respectively. At the extreme, XRX is a -transformation

approach where there is no difference between the logical model

for erities and the physical onethat is, the resource

services and the server implementatioith little attention given
to the XForms or other consurrgide user interface.

We haveproduceda framework that &dws a developer to create
a set of resoureceriented services with most of the
implementation achievedsing XML -based technologies We
have found these technologits be very effective at addressing
Eoint
negotiation is straighiorward via a declarative programming
model.  Resource hyperlinks are generated via the same
declarative approachCommon patterns for resource operations
are effectively capturednd processing of composite resowce
done va an XML pipelining model.We have used the framework
to build several systems, including an Hd&mpliant registrf15]

for medical records, and have found ttedten collectively, these
XML technologies provide a solid platform with which REST
architetural concerns are effectively addressed.
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representations are persisted in exactly that form in the database.

While our work has been inspired by XRMie do not take such
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Figure 1 - XML -Centric Services Implementation

Figure 1 shows the maielements of a RESTful service
implementation using our frameworkResources are defined as
Java classes, witmethods corresponding to the operations of the
uniform interface we leverage web services frameworks such as
Spring MVC or those that support tdexRS standard[6], such

as Apache CXF [14] for the runtime interpretation of these
resource classesinstead of crafting the implementation of the



service in Java, howevewe leverage XPro¢12], XQuery and Assuming the first meditype implemented was application/xml,
XSLT [9], and for data persistence we use an XML database if the developenow wiskesto provide support for a second media

Finally, we leverage the core Spring Framewd8 as the type, say, application/atom+xml, tdavaimplementation of that
mechanism whereby the developer bindsach of the method must now include code that takes the result set from the
implementation artifacts together. SQL query and genees an Abdera Feed Objedor example,

We chose to embrace a Jehwased framework for the top layer of which is then marshaled to XML bybdera [L3].

the RESTful services implementation for several reasons. First,As you can see, a very simple service implementation has a
these frameworks provide a robust impentation of a good complex set of transformations that must be performed;
portion of the elemms of a RESTful services implementation, transformations that are not concerned with the detHilshe
including a serveside HTTP implementation plus support for specific domain for which the services are being built, yet they
URI templates, uniform interface and content negotiation. require a great deal of work to construct, test and maintain. We
Second, the models offered by these frameworks are alreadycall these nowvalueadded transformations.

widely embraced by the developernmmunity. Finally, the
Spring Framework providea Javacentric platform, also widely 2.2 XRX'Ster Approach .

adopted, for binding the pieces of an implementation together, via 10 contrast the above to the implementation approafeteaf by
approaches such as dependency injection and Model View_ourframewo.rk, let us again consider .the flow through a services
Controller (MVC) [7] support. You will note, hwever, that implementation. Because we are using the same fra_meyvork for
because the actual services implementation is pushed into thdh€ outermost layer of the RESTful serviteat flow begins just
XML technologies stack that the method implementations are &S it did above.

rather boilerplate. This leaves open the possibility that the Javaa received request is inspected ane tppropriate POJO and

code could be generated from an expressed model &HB8&ful ~ method is identified. The method signature allows any incoming
services, such as might be offered with the Web Application request body to flow into the method in the form received by the
Description Language (WADL]p]. servlet (probably an input stream) so no transformation is needed.

Of course, the pieces of the implementation must execute withinWithin the Javamethod the XProc pgline is executed, passing in
the context of the service invocation, which is introduced into the @1y request body.  The XProc pipeline may implement a
system at this Java lag. Context parameters, such as the URL of transformation that converts the logical resource representation
the resource, HTTP headers and the body are passed to the XPrdBto @ physical one, although in many cases the necessary

pipeline and, in turnthey arepassed down to the steps within the {ransformations are simple and may be handled part of the
pipeline. XQuery. The XQuery is executed to read and/or write data to the

. . . i persistence layeran XML database(no XML to relational
After contrasting the traditional, Jabased implementation  yansformation!) and the query result may be transformed from
approab to the XMLcentric approach proposed through this ine physical representation to the logical one. The XbHponse

research, we will present details of how each element of theg,m the xProc pipeline is returned to the Java method and in turn
RESTful services implementatids built with special coverage  |eturned as the resource representation.

given to the topic oHypertextAs The EngineOf Application . .

State HATEOAS [3. After summarizing the steps taken when When we wish to add support for a second media type, we need
using the framework to implement RESTful services, we conclude ONnly supply an alternate stylesheet for the transformation between
by reviewing how needs particular to RESTful services are logical and physical models and configure the same XProc
addressed with the framework. pipeline with the new stylesheet.

2. CONTRASTING TWO APPROACHES In the purest sense an XRXyle implementation is

- transformation free; that is, there is no difference between the
In order to motivate thg developmemf _the XML REST logical and the physical model. Taking this approach weekn
Framework, we briefly review what goes into an application

di ditional stvl g h YRl to offer a great advantage in terms of the simplification of the
;ggfg;;t]e In a traditional style and contrast that to an-58f implementation, however, in most reabrld scenarios this would

have some negative effects such as poor performance or tight
2.1 Traditional Approach coupling between the service implementation and the client.
Let us consider what happens in satisfying service a request to &/Nen supporting multiple media types, transformations are
RESTful sevice implemented predominantly in Java, using a SIMPly unavoidable. So even with the XRYle approach

relational database for persistence and CXF, Jersey or Springransformation are necessary, however, they address a domain
MVC for the interface layer. specific need and are arguably more easily constructed and

) ) o configured.
The request is received by a servlet which inspects the URI, the

operation (if over HTTP, the HTTP verb) and the radgfpe and We will now drill into the details of how RESTful services are
using the process defined in a specification such asR3ax  constructed using the XML REST Framework.

selectsthe appropriatdava POJGand method to invoke. Based 3 RESOURCE IMPLEMENTATIONS

on the signature of that method the body of the service requesty ¢ mentioned above. the framework leveragiéiser Spring MVC

W'" | be ””mars"?}:"?d Into éheL appropr';atlava object. Thel or CXF for the outmost layer of the RESTful service. As such, a

;mp ems_nthatlon '\1"” ‘|]ssue i. Q quer;&t a:] returns a “ZS‘!‘ Sel Javaclass is created for each resource and methods are created for

rom whic anqt er Java O.Jew" createdor the resource beng - the supporteduniform interfaceoperationssupportedthe classes

requested. Thigava object is then marshaled and that is returned ;4 methods are appropriately annotated. Each method has

as the resource representation. associated with it an XProc pipelitigatimplements the required
service semanticend bound to tht XProc pipeline is an XQuery



that maps between the logical model (the resource model of theAn XProc pipeline is parameterized with XML and string inputs

RESTful service) and the physical de (the database structure).
In Figure 2 the logical model is depicted in the table onlefte
and the physical model in the diagram on the right. The arrows

and produces any number of XML outpufBhe following iows
the parameter definition portion of an XProc pipelfoeresource
creation (that is, this is executed with a POST to a resource

represent the XQueries that map the resource and operation on theollection). The pipeline takes as inpliy the URI for the XQuery

left to the physical representation on the right.

Logical Model Physical Model
etPatient xq 1]
Resource |URI Uniform /R
Template IF uptPatient.xq
Patients | /patients GET / i —
ABOOY lastPatent lasiPrescripbon 77)
posT [I/ L =
Patient | jpatients/gid) | GET || C€Patentxq
PUT [owaw] | ] | [y
DELETE '
Care | palints/jc)/ | GET /\ ~
Episodes | careepisodes | posT / getEQC.xqtm | [owm] | [oum ]/ [lm] [ozsram] [rarim]
Care [patients/{id}/ | GET !
Episode | careepisodes o] o
Icid) )
_ [XY2oami] Prescipion

Figure 2 - Logical to Physical Mapping via XQuery
Before drilling into the details of how the pipeline works, let us

look at an issue that arises in the design of resource oriented

services. When designing a RESTful service the first two tasks
are to identify theesources and decide which uniform operations
are supported on those resources.
resources that require operations outside of those defined in th
uniform interface (i.e. if HTTP is the basis of our uniform
interface then we areeferencing GET, PUT, DELETEPATCH

and POST this is often an indication that the resource model must
be further factored. What results is a relatively granular resource
model,and thatmay thenpose another challend®how to create
Ocompound resouré@svhere the pieces have the necessary
consistencies between one anothefFor example, a patient
medical records system may definedividual resources for
folders, documents and associations, rhay need tosupport the
creaton of a Osubmission setO vahi a collection of documents,
folders and associations that must be written in aoratiothing
fashion. Any attempts to coerce multiple RESTful service
requests into a single unit results in a stateful interface that is ill
suited for distributed apmations it is no longer RESTful.
Instead, we again refactor the resource model and offer coarse

If you find that there are</p:declare

script that will be executed within the pipelir®),the URI for the
XSLT stylesheet that will be applied in another s@stylesheet
parameters which will hold some of the runtime contextthis
service invocation and) a representation of theesource to be
created. As we will seeshortly, values forsome of the input
parameters are set at design time and others are set at run time
Threeoutputs willcarry 1)the resource representatj 2) headers
values that are to be reflected in the service respsnsé as the
URI of the newly created resource (the location headar)d 3)
any errorsfound during the pipeline processinghe framework
maps these outputs to the RESTful servesponse.

<p:declare -step name="main"
xmins:p="http://www.w3.0rg/ns/xproc"

xmins:c= "http://www.w3.org/ns/xproc - step”
version= "1.0" >

<p:input port= 'xqueryscript' />

<p:input port= ' stylesheet ' />

<p:input port= ' stylesheetParameters

kind= ' parameter ' />

<p:input port= ' source ' />

<p:output port= 'res ource ' primary= ‘true' />

<p:output port= " headers ' />

<p:output port= "error ' />

- step>

8t is often the case that the implementation of a resource operation

is very similar from one resource to another. For example, the
steps involved in retrieving a prescription from a patientOs medical
record are virtually identical to the stefiw retrieving an event
from an individualOs calendar; X@Query is issued against the
database and the result is augmented with hyperlinks through the
application of an XSLT stylesheet. What differs across these two
implementations are the details of the XQuergd dhe XSLT
stylesheet. The XML REST Framework accounts for this by
allowing inputs into the XProc pipeline, in this case the XQuery
and the XSLT stylesheet, to be bound at design timghaSpring
configuration file. The following excerpt from aSpring
configuration file showsthose XQueries and XSLTdeing
injected into the XProc pipeline associated with the POST on a
Patients collection (adding a new patient resource)

grained resources that allow a single request to produce multiple

finer grained resources as a result.

Creation of such a compound resource will likely iegjseveral
interactions with the XMLdatabase® to complete yet the set of

such interactions must be treated atomically. Sophisticated XProc

engines will do this work on behalf of the developer, allowing for
the execution of a complex pipeline, one tlisgues several
XQueries, for example, within the bounds of a single transaction.
This is one of the reasons that we chose XProc as the service
implementation vehicle in our framework.

1 Many XML databasesincluding EMC Documentum xDBRyffer
the same transaction support as do relational databases

<bean id= "addPatientXMLProcessingContext"
class= "com.emc.cto.xproc.

XProcXMLProcessingContext" >

<property name= "xprocPool" ref= "xprocPool" />
<property name=  "pipelineSource" >
<value>
classpath:resourceCreate.xpl
</value>
s </property>
<property name= "inputs" >
<map>
<entry key=  "xqueryscript"
value= "classpath:addPatient.xq" />
<entry key=  "stylesheet"
value= "classpath:linksPat Xxsit" />
</map>



</property>

<property name=  "options" >< map/></property> _ ] o
<property name=  "parameters”  ><map/></property> Finally, the result®f executing the XProc pipeline must be used
</bean> to generate the service response. XProc pipelines may return any

Additional parameters to the XProc pipeline are set at design time,number of XML responseshowever in the XML REST
offering the means for the request context to affect the resourceFramework we specify a format that includesesource
implementation. These parameters are set inJtha method representations, error responses &eddervalues (such as the
prior to invocation of the XProc pipeline. These runtime location header in resource createghe framework includes
parametevalues must often be carried down into the XQueries response writers for XProc PipelineOutput objeatshis fom,
and XSLT stylesheets included in the XML processing tred ~ allowing the services developer to simply return the
XProclanguageprovides sufficient facility to do so. For example, PipelineOutput from theidavamethod and the framework will
when generating hyperlinks in a resource representation the bas@enerate the appropriate response.

URL is required to generate absolute URLs. That base URL is a
run time parameter that is supplied to the pipeline in Jénea

@POST
method public  PipelineOutput addPatient
(RESTExecutionContext context) {
PipelinelnputCache pi
@POST - ol .
public  PipelineOutput addPatient new PipelinelnputCache();
( RESTExecutionContext context) {

I set runtime parameters and

PipelineinputCache pi /I execute the pipeline

new PipelinelnputCache();

/I supply http body as the source for the
/I resource Create pipeline
pi.setinputPortXMLString("source",

/I return response
return PipelineOutput;

(String) context.getMessageBody(Strin g. class )); }
/I'supply current resource URL as the base Figure 3 depicts each of the implementation artifacts and their
/' URL to craft hyperlinks relationships. The shaded items are those that the RESTful

String baseUrl
= context.getUrilnfo().getAbsolutePath()
.toString();
pi.addParameter("stylesheetParameters"”,
new QName("baseURL "), baseUrl);

services developer produces dahdseare interpreted by the XML
REST Framework

Resource
I ineli XML REST
P —— XProc Pipelines e
//_Exe_cute plpelme Declarations: Defines steps to query the Framework
PlpellneOutput OUtpUt Jax-RS Annotated database and produce resource
_ : N POJOs / representations.
- m_add Patlent .executeOn(pl) 4 Defines the resources, URLS, Parame{enged by design time
uniform interface and media and run time parameters. XProc Engine
types.
/I return response Binds run time context to
XProc inputs, invokes the
} pipeline and returns
response. XQuery Engine

XQueries
between persi:
and resource model, gathering
required data and producing
desired i

and passed thugh to the XSLT pipeline stefhe following is
the XProc step that inserts hyperlinks into the response receiveqg Sering Configuration
from the execution of the XQueryThe values passed to the |resource methods and queries
XQuery step are 1) the representation of the newly created. @*earpeie

resource; this value is obtained from the resulhefXQuery step, T e o Spring

2) the XSLT stylesheet; this value is taken from the main pipeline [ —___ ... cevaoper buics e e Eramework

XSLT processor

XSLTs

A ! 1 ; . . transformations) Extensions
where it was set at design time Baring configuration and 3) the -
stylesheet parameters; this value is taken from the main pipeline
where it was set at run time in the dawethod. Figure 3 - Servicelmplementation Artifacts
:! - I;nsert B h‘)‘/pellt"lllnks> - > 4. HATEOAS
pf;:inr:)irpggrt: xS 'source’ > A key principle of the REST architectural style, one that is just as
<p:pipe step=  'xquery’  port= ‘result /> important & resource addressability, uniform interface and media
</p:input> types, is Hypertext As The Engine Of Application State
<p:input port= 'stylesheet’ > (HATEOAS) and no REST framework is complete without
<p:pipe step=  'main’ port= 'stylesheet’ /> support. In ourframework we provide that support via XSLT
</p:input> , , transformation.Each resource type will have an XSLT stylesheet
<p:<m9u-t zosr:: _ p';r:_r::'eters > associated with ithat defines the hyperlink® be inserted into
P:PIP g(;rt: 'styllesheetParameters‘ /> the representation(see figure4).The pipeline for a particular
</pinput> operation will hae the appropriate XSLT configured, iikely at

</p:xslt> design time in th&pring configuration file



Resource |URI Uniform One XSLT per representation
Template IF PatientsHyperlinks.xslt
Patients /patiems GET Inserts hyperfinks at the collection and entry level
POST PatientHyperlinks.xslt
Patient /patients ’ {i d} GET Inserts hyperfinks in a single Patient
PUT EOCsHyperlinks.xslt
Inserts hyperlinks at the collection and entry level
DELETE -
— EOCsHyperlinks.xslt
Care Ipatients/{idy | GET Inserts hyperlinks at the collection and entry level
Episodes | careepisodes | posT
Care Ipatients/{id}/ | GET
Episode | careepisodes . .
I(cid) Injected into beans
(in spring config)

Figure 4 - XSLT Transformation for Each Resource
Representation

XSLT is well suited to the task of hyperlink insertion because it
has a mechanism for defininipsertion points as well as a
mechanism for expressing the hyperlink construction rules. The
former is achieved with arsl:template and the latter, with
xslt expressions, or when necessary, full XSLT support.
xsl:template is defined with a match patn for the resource
element into which hyperlinks are to be insertadd then that
xsl:template simply lists the hyperlinks withel , href and
other attributes This stylesheet includes another that defines a
simple recursive template that traversese thresource
representation in search of those defined insertion points.

An

Carrying on with the example from this sectitefore hyperlink
insertion the application entity fora list of patients, one that
would be generated in the servicing of a GET regagatnst the
Patients resourcemight look like the following:

<p:Patients xmins:p="http://www.emc.com/cto/PMR">
<p:Patient>
<p:name>John Doe </p:name>
<p:pid> 92afc86a - c187 - 4b99- bbd6 E </p:pid>
<p:dob>07231950</p:dob>
<p:address>Boston<  /p:address>
<p:ssn> 012345678 </p:ssn>
<p:insurance>Tufts</p:insurance>
<p:gender>Male</p:gender >
</p:Patient>
<p:Patient >
<p:name>Mary Jane</p:name>
<p:pid>edabb49c - 4a03- 4f50 - 8bab - E</p:pid>
<p:dob>08091943 </p:dob>
<p:address> San Francisco
:ssn>555555555  </p:ssn>

:insurance>BCBS  </p:insurance>

</p:address>
<p
<p
<p:sex>Female</p:sex>
</p :Patient>
</p:Patients>

The following XSLT inserts Aton{11] link elementsinto this
XML, generating a representation that is hyperlink rislote that
because the Atom standard already defines a complete
representation for links, we advocate the use ofathe:link
element even when resource representations are not full Atom
entries. Links are inserted both at the level of the patigntas

well as within each individual patiermepresentatiorb this is
accomplished by defining onesl:template for the Patients
element and defining anothesl:template for the Patient
element. Only a sgie link is inserted at the list level, with an
href value equal to the baseURL that was passed from the
HttpServlet context in the Java method, through the XProc
pipeline and down into the XSLT. THRutient element has a self
link inserted, with amref value equal to the concatenation of the
base URL and the newly generated patient id. Several other links
are also inserted at that level.

<?xml version= "1.0" encoding=
<xsl:stylesheet version ="2.0"
... [snip]Jnamespace declarations[snip]>
<xsl:import
href ="classpath:insertHyperlinks.xslt"

"UTF- 8" 7>

/>

<xsl:output method ="xml" version ="1.0"
encoding ="UTF-8" indent ="yes" />
<! -- input parameter - >

<xsl:param name="baseURL" />

<! -- hyperlinks for Patients collection >

<xsl:template match ="p:Patients"

mode="inserthere" >
<atom:link rel= "self" >
<xsl:attribute name="href" >
<xsl:value -of select ="$baseURL" />
</xsl:attribute>
</atom:link>
</xsl:template>
<! -- hyperlinks for individual Patient entry - >
<xsl:template match ="p:Patient"
mode="inserthere" >
<atom:link rel= "self* >
<xsl:attribute name="href" >
<xsl:value - of
select ="concat($baseURL,'/", p:pid)" />
</xsl:attribute>
</atom:link>
<atom:link rel= "prescriptions” >
<xsl:attribute name="href" >
<xsl:value - of
select ="concat($baseURL,/",
p:pid,'/activeprescriptions')" />
</xsl:attribute>
</atom:link>
<atom:link rel= "episodes" >
<xsl:attribute name="href' >
<xsl:value - of
select ="concat($baseURL,'/",
p:pid,'/careepisodes’)" />

</xsl:attribute>
</atom:link>
</xsl:template>

</xsl :stylesheet>

Because this OcodeO is very close in form to the hyperlinks that
will appear in the representation, we have found this programming



model for hyperlink insertion to be very intuitive and even databases as the storage mechanism for hierarchical, variable and

accessible to neXSLT-experts. in some caseschemadess application data modeknd we have
XML at both ends. XML databases have reached a level of
maturity that make them usable in rearld, production

5. IMPLEMENTATION STEPS applications.

The following stepsummariz the actions a developer must take L pipelining with XProc is a good fit for the issues that arise
to implement RESTful services using our XML REST \yhen designing RESTful services that have a resource model that

Framework, exposes entities at multiple levels of granularity. Implementations
1. For each resourcaJavaclassis created witla methodor for composite resources are constructed in a fashion that reflects
each supported operation (GET, PUT, POST, DELETE, their composition, making them easier to construct, (esit

testing parts) and maintain, and the XProc engine automatically
handles necessary transaction semantics. Further, a hope for the
future is thatwith the appropriate toolingfProc will enable non

etc.). The clas and the methods are annotated with URI
templates that designate the names of the resoancethe

HTTP verbs The class, dava bean, wilklsohave a programmers to produce RESTful services; XProc is ango
property corresponding to each method which encapsulates standard and the tooling available must evolve to be appropriate
the XProc pipeline bound to that resourpei@tion as well for use by nofprogrammers.

as any pipeline parameters that were bound at design time.  xs| T is well suited to addressing two elements of the REST
The code for each method is limited to binding runtime architectural style, media types and HATEOAS. Providing
XProc pipeline parameters, executing the pipeline and support for a new media type in a serviequires little more than
returning the result. No additionddva implementation is producing a new stylesheet. And because XSLT is designed to

identify XML elementgthe points of hyperlink insertignand has
rules for building responsgshe values of the hyperlinksit is
ideally suited to the task afcluding hyperlinks in responses.

necessary
2. Constructor reusing existinglProc pipelines for the
resource operations. The framework includes base pipelines
for the common resource operations of POST (create), GET,
DELETE, PUT and PATCH This pipeline is the core

We have tested these assertions with thevelopment and
utilization of a framework that allows therogrammer to
construct each of the XML artifacts required, XProc pipelines,

service implementation and casts of a series of XML XQueries and XSLTs, and bind them togetherough Spring

centric steps such as XQueries and XSLT transformations.  configuration. RESTful services frameworks already in
3. Constructhe XQueriesthat will interface with the XML widespread use, such as Spring MVC, CXF and Jersey, are

database. These queries will typically be the point of leveraged and we have proven dhét the bindingof those

frameworks to the XML technology staadkets a system that

mediation between the logical and physical model and may . L
supports a siple and intuitive developer model

read or write data to the database. _
4. The XProc pipelines for most resource operations will follow We have used the XML REST Framework on several projects
the XQuery &ecution with the application of an XSLT internally at EMC andwe have foundthat it has allowed

stylesheet which will insert hyperlinks into the resource developers even thosewho are new to RESTIul servicet
y yp become productive very quickly.In one project inparticular,

representation and may transform it intspecialized XML where the RESTful services implement a metadata catalog for a
form such as Adm. Generally the developer must simply variety of content resources, a single developi¢h only a few
declarethe the points where hyperlinkseao be inserted and days availableplanned to implement only GET operations
must define expressions that generate the values afghe however was able to complete the implementatiorGi&iT, PUT,
attribute of the link. DELETE and POST (resource creationiHaving an essentially

. N schemdess database allowed reuse of thipdines, sample

> T(.J put all of the pieces togtheIne appllcatlorl devglopgr XQueries and XSLTs provided with the framewodkcastically
will declare the Java beans in a Spring configuration file, reducing the development time Traditional development
binding XProc pipelines and sign time pipeline parameters  approaches requrthat significant effort be put into building
Typically the URIs for the pipeline, XQueries and XSLTs detailed and rigid data models before any services can be built
will be set. around them. TheNoSQL [16] style we havefollowed here

defers that process, perhaps indefinitely, and treats the

Developers from several organizations within EMC have been information model adargely independent from the procesgin
very successful following these basic steps and using a samplénodel. While the initial effect appears positive, we recognize that

application as a guideline. developer productivity at the beginning of a project is clearly not
the only means for assessing the value of this approach, and our
6. CONCLUSIONS research in this areawtinues.

Our experiencesuggest the XML technology stack, with XML
Databases, XQuery/XPath, XSLT and XPrizcparticularly well
suited to building RESTful services and data centric applications
where the resource representations are primarily XML

Perhaps one of the most significant results of working with
framework is that developers begin addressing HATEOAS from
the earliest implementations of their services. We believe that this
is due to the fact that the framework makes thisraany concern
Consistent with the arguments made by proponents of the-XRX and includes a mechanism that makes it easy to insert hyperlinks
style of services development, XML is often the format for into resource representations. We feel that any RESTful services
resource representationsCouple that with theuitability of XML



framework that does not provide such provisions allows the
developer to neglect this important concern.

We conede that the some of the judgments expressed herein are

subjective and our work could clearly benefit through a more

formal measurement of the effectiveness of the approach. Our

goals at this stage are primarily to broaden the conversation
outside of EMCand to that end, the freework and a sample
application are available on the EMC Developer Netwark.

In addition to work that focuses on scheless application and
database modelsupresearchalsocontinueswith work on Atom
and AtomPup4] specific pipelines andhe use offinite state
machinego allow for application state modeling.
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